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GPT-4 RKHIIZ: ~13T tokens - ~50TB JRIANX AN - ~100TB Tokenized - ~200TB HI[E)4
LLaMA-405B ZRFIZ: ~20T tokens - ~100TB JRIANZAS - ~300TB Tokenized - ~500TB HEER
BT DRAM: 0.5-2TB | BTgmcpu EfF: 80-800GB | #E/it&tb: 100:1 ~ 1000:1 P
ERE I CXL #li&
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MTZRRET 2R F 75 NUMA T 53 WE TB AEUEZ IS A XBRELLMET S
DALI {X[R GPU f#t5, ANEEZREAFED CXL: 300ns #EiR, 50GB/s &

\_ NG %

4/18



-~ e w|xIfeEeR*
4 I

MegaScale-Data (2504.09844): Zi&E LFM i)l ZE B0
BUFT: RRARFALIE + SEPRNBIETE + ZRENDKX

HEE: IREIHIGEILRA 4.5x | cPU WEGMARKE 13.5x

Br: BREAE - cxL SR ARBERAINEEAE tier
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FFCV (2306.12517): ;EBSEUEHRZR

BlFET: EBXHFIEN + EFREE + BHEW + JIT fRiF
BE: ResNet-50 ImageNet YIZZF] 75% X 20 o
Br: EEFREAY EBAN=F: DRAM -» CXL Pool - NVMe
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DeepSpeed Data Efficiency (2212.03597): &3 UE X5 IKH
BFr: Curriculum Learning + Random Layerwise Token Dropping
MEE: cpT-3 1.3B FllZR 12.5x RUARRR(R, fRIF 95% HARS

JB/~": Curriculum Learning FIZ5H CXL AREERX
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LLM 7| EE 2/ shuffle, 1B CXL BIERFIIFR
— 72 shuffle: T RABEN, TREIRF

— FRENEH + BRI B IR

AN

HEik2 - 88 TB AfFRI TR EIE

100TB #UE = 10M3 tokens, JtE{#E 80MB EJFA DRAM
- BTKFF 1 2% x 1KB = 100GB TTEHIEZEHE

— Bloom filter IR A&

i3 - BB R AR — U

Z 7 RAEREENE — CXL Xig

— CXL 2.0 Fcf&f4 cache coherence

- FUEHIEHE, £S5 #UE ownership-based coherence
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from cxl dataloader import CXLDataset, CXLDatalLoader

dataset = CXLDataset( 's3://data/', pool='cxl pool A')

loader = CXLDataloader (dataset, batch size=32, pin to cxl=True)

CXL Dataset/DataLoader APl &
CXLDataset: _ getitem - CXL.mem 3%£HY

CXLSampler: DistributedCXLSampler (#R¥MEAN)
CXLDatalLoader: pin to cxl + prefetch to gpu

BTN E

CXL Memory Pool Allocator + UCX Transport
Metadata Service (Z2BoHUE + 1hHOIARE)
Tier Policy (#/B/ZRDE)

EA =

CXL Pool (64TB x 4 = 256TB)
NVMe-oF (1PB+ U34%)
CXL Switch Fabric

v
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Layer 1: Efifj CXL Dataset

CXLMemmapDataset: RFIRE} cxL #UE
CXLArrowDataset: Arrow &= CXL #UE
CXLNestedDataset: #E/TKEUIE

K CXLWebDataset: izl CXL U

\_

Layer 2: 5% Sampler

DistributedCXLSampler: 7 fnz\FAFMNANEKME
RandomCXLSampler: 9 /=EFENEMEE
CurriculumCXLSampler: RIEH>) KM
BalancedCXLSampler: fAFIIE KM

-
\_

Layer 3: 54} DataLoader

CXLDataLoader: Efili CXL. DataLoader
CXLInstantDataLoader: B[JRIFREY
CXLAsyncDataLoader: FH Kk

K CXLDistributedDatalLoader: = DataLoader
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CXLMemoryPool mmap CXL Type 3 Memory Expander
PEDE (//IR/)R) + madvise ‘R
P/ RDMA 15(8] + cudaHostRegister

CXLMemmapDataset WIS cxL HUEE
PDENEREE (hot first/streaming/full)
NiSER + EETTHIRRD

DistributedCXLSampler IRFNBHNEIES X
D EFENERE (TR, TREIF)
SR EIE

CXLDataLoader pin_to cxl + prefetch to gpu
NUMA 47 Worker it
—RIMBURKL (CXL > DRAM - GPU)

MetadataService Z£RBTIHIERS
HERERIT + Bloom filter
Version Control (COW + hRZANT)
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CXL IVIemory Pool Allocator ﬁﬂg

/CXEIVIemoryPool 2lcg o)
|
CXLMemoryPool (pool id='pool A', size=64TB)

— mmap /dev/cxlmem pool A }
—— madvise (MADV HUGEPAGE | MADV_WILLNEED) |
—— CXLBumpAllocator (bump allocator)

alloc(size, hint='hot', numa node=0)
—— hot - MADV_HUGEPAGE | MADV_WILLNEED
—— warm - MADV_ MERGEABLE

—— cold -» MADV_COLD

Tin_for_gpu(buffer)
cudaHostRegister on CXL region

L RDMA Read from remote CXL pool

\\\\ remote access(node id, offset, size)

~

4 N O

FPRIFU
CXL.mem E#% load/store
= DMA #E N

\_ RN

NUMA Z&%0
HEZERM NUMA T
B IET mih]
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PENE
RABRNR B B
madvise 2 RAZ

o

.

GPU Hij
cudaHostRegister on CXL

GPU P2P &350
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CXLMemmapDataset
def init (self, path, pool,
tier policy='hot first'):
self.pool = pool
self.metadata = load metadata(path)
self.mmap = pool.mmap file(path)
self. tier placement()

def getitem (self, idx):
offset = self.offsets[idx]
length = self.lengths[idx]
# CXL.mem JEHY
data = self.mmap[offset:offset+length]
return self. decode sample(data)

def migrate to(self, tier):
# TBEIETE tier
pass

DistributedCXLSampler
def init (self, dataset,
num replicas, rank, topology):
self.topology = topology
self.partition = \
self. topology aware partition()

def topology aware partition(self):
# THEEN D
scores = {}
for node in nodes:
scores[node.id] = \
node.cxl bandwidth * \
node.cxl capacity

# REENLEHI D EC

def iter (self):
# TRAREN, T REIRR
indices = shuffle(local indices)
return iter(indices)

CXLDataLoader

def init (self, dataset,
pin_to_ cxl1=True,
prefetch factor=4,
memory policy='hot first',
numa_ bind=True):
self.pin to cxl = pin to cxl
self.prefetch queue = Queue()

def pin to cxl(self, batch):
cxl buffer = self.pool.alloc(
batch.nbytes, hint='hot')
memcpy (cx1l buffer.ptr, batch)
cudaHostRegister (cxl buffer.ptr)
return CXLTensor (cxl buffer)

def prefetch to gpu(self, batch):
# CXL - GPU FRHTMEX

return batch.to('cuda',

non_blocking=True)
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#8 TB CXL A{EthZe44

Node 0 Node 1 Node 2 Node 3
8xH100 8xH100 8xH100 8xH100
2TB DRAM 2TB DRAM 2TB DRAM 2TB DRAM
64TB CXL 64TB CXL 64TB CXL 64TB CXL
SABE: 4 x 64TB = 256TB CXL NTFEM | S®%: 4 x 50GB/s = 200GB/s

Tier 0: GPU VRAM Tier 1: Local DRAM Tier 2: Local CXL Tier 3: Remote CXL Tier 4: NVMe-oF

640GB 8TB 256TB RDMA 1PB+
5[l batch PERHE 109 TREHE 309 REE 60% YTt ERE
fEY buffer TOEHE HiE4ER BINEIE KER

N AN AN AN AN %
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=RFNENTRK 2 B2 B Shuffle

. - mAY 44 72
Gl Tl N o P () S 100TB HUETELE shuffle
}2HJ 4 1 batch

E’ =
5% CcXL.mem read FZE: 9B shuffle
E A DRAM ring buffer Level 1: TS shuffle (DRAM)

Pk 26
Level 2: DRAM - GPU (CUDA stream) AR (10TB) EEREAL

28I 2 > batch VRN
HERI l Level 2: T RiE] shuffle (CXL)
cudaMemcpyAsync

5itas2 SREE (30TB) D IRBEN,

N
Level 3: GPU - GPU (GPU Fabric) Level 3: Z/§ shuffle (RDMA)

2RI 1 1 batch REER (60TB) IFFIEER
GPU P2P copy
51t8xReES S|P
1. BEED R 1000 4 shard
A8 2 : 2. B epoch EFiDEC shard FTR
[CXL Read] [CXL Read] [CXL Read] [CXL Read] 3. RN shuffle shard [if%
[DRAM~GPU] [DRAM-GPU] [DRAM-GPU] 4. AL

[GPU Compute] [GPU Compute]
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1%: BEEE D=100TB, Batch=32, Sample=1KB
CXL i BW _cx1=50GB/s, DRAM i BW dram=100GB/s
GPU 1tHEAJE T comp=100ms/batch

EHRAR (NMe) : FUEME T load = D / 10GB/s = 10000s, I/0 (gLt ~50%
CXL HFZER: FUEMEH T load = D / 50GB/s = 2000s, I/0 fHtb~10%

\ L ~2-5x

4 A
LLM Fiu)ll%k #REM: FAEME /0 FZE: CXL -» GPU HfE ¥nHA: 3-5x

N\ Y,

4 B
ZHE) 2k R0 : ZREEIBES FE: cXL 7ENRE FHA: 2-4x

\ Y,

e ™
RIAEEGIZk R BE%RAELG FZE: CXL + GPU fEig FHA: 2-3x

\, Y,

4 R
RL %k HRE0: MMBEREEIE FE: cxL HZ= buffer FiiHf: 1.5-2x

\, Y,

4 B
WERS HRE0: $HETAZ FE: CcxXL AE FHA: 2-3x
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PyTorch DatalLoader

FFCV B o X X X
MegaScale-Data Z & v X v
DeepSpeed KA v X X
CXL DatalLoader ¥WE T8 v v v

CXL DataLoader @M—EIIT#F (8 TB HUENE + BT a0 + CXL AFEMRAD + £/ Shuffle AR, BEERFIE CXLIEX (FPHAFHE. NUMA &
PERE) , £ LLM FilZi5 5 R 3R1F 3-5x MR
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@ﬁ?ﬁ f& PyTorch Dataset/DatalLoader API, 3% CXL AN o RN EUEME RS, AIUEXFIA CXL iﬁﬂa
PRI, NUMA BN, 7ENE) , SEIEE TB AFNEREUERT.

KEEGIFHT:

(1) fRFBFAMNES CXL ATEthHEe

(2) NI D =L K AERS

(3) =R FMEVHRKZL (CXL - DRAM — GPU)
(4) 7 Z=F Shuffle

TARTE LLM FU)lZ512 2=3R7S 3-5x &, EHFRIVZRETINNGIRRT 2-4x IR,

o v
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