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B AFENMNTEHER - Rt MEE

{£4%: [CPU]<DDR~[DRAM A] [CPU]«<DDR~[DRAM B]

W [CPU<CXL~[ ATFEM A]<RDMA-[ATFET B]
N

« V\]ﬁi‘mu%
- REHIRT

(25-35%

DRAM RN7Z1E%
(Aquifer SE3)

CXL-DMSim ££387E3EiN (2411.02282):

CXL-FPGA HEiR ~2.88x ZifIDDR L 45-69%
CXL-ASIC ZEiR ~2.18x ZiBIDDR 5L 82-83%

K FIENRAVIEMESERR, SNERETIHESTE RS

/10x+

SR B
HBHET R DRAM
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XL =5 RDMA HY]

- T

1h el R E 54K load/store JH B 2% RDMA Write/Read
FESR ~200-400ns (CXL.mem) ~1-5us (InfiniBand)
EECE PodZR (<2073 %) SEE¥4R (1000+77 59)
BRI SYERAIBERR (NUMAREEN) HEEEMAEF
Cache—ER1% A (CXL3.0) I
BRI Type 3 Memory Expander InfiniBand / RoCE

FHAE: B—RFALERNFHRRERSEEREE. Aquifer (2606.24079) IRE DB CXLHETHEIE (load/storeiBERE), RDMATA R LR
(cluster-wide reach),
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1.34x

AllGather

S A=A =

N O

N

{£4 NCCL AllReduce:

N
1.84x

Broadcast

v

GPU A -(RDMA)- GPU B - (RDMA)- GPU_C

CCCL CXLi&Ez:

GPU_A -(CXL.mem5A\)-» HERFi - (CXL.mem}EEY )~ GPU B/GPU_C
CXLABRE TERE ,

(k=32 PSS

BEERMERE

1.94x

Gather

~

~

1.04x

Scatter

~

LLMiJllZk Case Study: 1.11x NiE + 2.75x EHFEATE

(TITAN-II CXL switch + 6x Micron CZ120, vs 200Gbps InfiniBand RDMA)
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UCX A - RDMA/CXL HYH15

WFHE Nccn / MPI / Dask UCX-Py

UCP (Upper) #iX/#0/E - tag matching, stream, active message

UCT (Transport) infiniBand RC/UC/UD | RoCE v1/v2 | CUDA IPC | Shared Memory | GPU-NIC Direct

UCS (Services) AFEE / HiRAE / WEEE / ZAMWR

IBRC RoCE v2 CUDA IPC GPU-NIC
~lus | 200-400G ~2-5Us | 100-400G ~100ns | 900GB/s ~700ns | 200-400G
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ucirace — dsK.

ucTrace (2602.19084) < &I
1. MPIE %85 UCX transport ST A2 —3F—
— — MPI_Allreduce fii & 2% UCX RDMA

2. NUMA 4fE 520 UCX MERE
— ENUMA GPU-NIC B2 52k 2-3x TF&

3. GPU-aware MPI @\7ii@1d UCX GPU transport
— CUDA-aware buffer i&$F1F iR 1Z 2 EEXR

4. GROMACS MD #&#l# UCX Zifizh
- BED BRI UCX BR

MPI4Dask vs UCX-Py (2101.08878)
GPU-aware MVAPICH2-GDR #I/FH GPUDirect RDMA
GPURTZ — NIC HiA, 5T&2%¥ CPU/host memory

1FTHR UCX-Py HE ~1x

1FTHEB MPI4Dask  6xE{RIiLEiR 6x 1t

AOE A (2MB+) UCX-Py 8 i ~1x

FE B (2MB+) MPI4Dask 4xBEmailt 4x 1
cuPy# KM ucx-py B ~1x
cuPy#{4HRF] MPI4Dask  3.47x 3.47x 1
cuDF merge UCX-Py =93 ~1x

cuDF merge MPI4Dask 3.11x 3.11x 1t
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I A T N

BlockManager #1&HY

B FE =S (8]
numpy & £EATE

AR A5 | i NF

\

v

GPU FIT{iEHY

RMM RN{EM (per-GPU)
WarpCore Hash Table
AR RMM REHE CXL

\

v

FI FHE MY
HEZERTF IPC

Flight gRPC/TCP
AR FBHIEET S

\

v

RAIZEX SR +5| AT
RIHZRTZF Object

Store
TRAESR
AR mIEARFTESENR

- /

IR EE+TFE

A Scheduler

TCP/UCX BfE

A\ HZE: Spill-to-disk{BRigid it

\

v

9/24



p

dndas bloC dhager —) Cu

pandas DataFrame — BlockManager
DataFrame
—— BlockManager

— Block_0 (float64) - numpy#{4H - ELNTE
|  — Block 1 (int64) -~ numpy#i4l - ELEATE
—— Block 2 (object) - PyObject* - WRE

IMER 1% -
o FREHIEEFHIZHILZ= E]A
e copy-on-write &N

o FRFET Pyobject TiERFIK

DHAAFMIHR:
X BlockManager JoiA5|F cXL mimANTF
X copy-on-write 5 CXL IERANIFRFE

cuDF DataFrame — RMM A{Z&IH

cuDF DataFrame

—— Column (GPU buffer)

— data buffer (GPU VRAM)
—— validity buffer (GPU VRAM)
—— child columns

—— RMM ITEM (per-GPU)

—— CUDA memory pool

—— Sub-allocator

ANE: WarpCore GPU Hash Table

e 1.6B inserts/s on GV100

e 4.3B retrievals/s

e NVLink &MY B

DN AF PR
X RMM R EIEZAM GPU VRAM
X hash bucket EEDSEND®H
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rrow ' —
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ay

>Z

Apache Arrow FlZ{EFiZ N
Arrow RecordBatch

— Schema (ZEEUHIA)

—— ArrayData

— length / null count

—— buffers[] - HERFE
— child datafl]

L NZ¥HE Plasma / AP DR

Arrow Flight &%) (2204.03032):
e DoGet: 6000 MB/s
e DoPut: 4800 MB/s

o TmAAZE: 95% (Mellanox IB)
o Xftt oDBC: 20-30x 1ZFH

AR

Xbuffers[] fRFHRIZAHA] I
X BHITHETE cxXL 1= AR

Ray 7\ W RIRE

Ray Cluster

— Gcs (Redis-based £FiEH])
I— Object Store (HERTF)

L— S At S iz6E
—— Scheduler

— 2FEE:S

L — THHHAES
—— Workers

I— Actor (BIRE)
L— Task (FTIRZE)

MNRIRE: RAE + SIAITER
s BTRHEZ = Rt/ RFSIL
s ATRA= REREFEEFEN

PSR
X AT ER vs CXL HEAT{EN
X IER BREHLEASHE DRAM & 2-3x
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5—E
AEFESECREN I
RMM/cuDF + jemalloc/pandas + Arrow allocator
!

Tiered Memory Allocator
e Local DRAM Tier

e CXL Memory Pool Tier
oF / GDS  Tier //

——lZs o .
BERE )

Arrow Flight (gRPC/TCP) Dask (TCP/UCX) cuDF (NCCL)
{

CXL Shared Memory Transport

e CXL.mem DoGet/DoPut (%&idFE5IM)

UCX,CXL transport (¥f) j

COXT. cnllectivve (CCCT.N

FEIREIE N I
BlockManager / Column / ArrayData

!

2%\ DataFrame 1&H!

o (UEFXH Chunk 5|F

SR RS

ﬂﬁﬁim

Task Scheduler / Ray Scheduler / DAGScheduler
5

CXL-aware Scheduler

o MTIFNIE cXL

/\\\

\_

o RT1I%E demand-page

» BUE%EER
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pandas B =S ) BlockManager 7033 | BT Modin + CXL-aware allocator
DS GPUZSHIVRAM RMM R cxL RMM 3 CXL tier + UCX CXL

Arrow HEZJ7E IPC FESH TR & Arrow Flight CXL transport
Ray AT SR+ A A ERTE mimATFT IS N1 Ray Object Store CXLY &
Dask TaskEl+ TYELS Spill-to-disk{E3i& i A CXL-aware task placement
ML Hptipyirele CXLELZRFZELRDMA ceeL = oXL ESBIS
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TiCkEUEFALIE £hifLevel-2iE
B HIEE50-200GB
#iZ: pandas read csvAATFiiH

?;EB$'I+% Alphal01/103/WorldQuant
3000%x2000%x500 = 3B floats

fifi: BPRRAEFERE

@iﬂﬂ%lﬁé vectorbt / backtrader
EHiH10FED L ~50GB
#iFM: DataFrame RE copy

gﬂéﬁtﬂ: Mean-Variance / Risk Parity

7 ZE5ERE 3000x3000
RS : FERILGERAEF

HEESE )% LightGBM / LSTM / FinRL
YFEZEFER]IA 100GB+
#iZ: GPUERTE+I/O0
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—FIRRL-Podracer. GPU L AMIERCIMNG (21T 05188y

FinRL-Podracer 22%3

/ Generational Evolution + Ensemble | \
- PR |
- RIS IR A |

Multi-level Mapping r
Level 1: RE& - GPUSEEFIREY |
| Level 2: ¥ - GPUTISBAST |
Level 3: - GPURTERRET |

GPU Cloud (NVIDIA DGX SuperPOD) |

\ ~ 80x A100 GPUs | /
[~ NASDAQ-100 10F S HEuR |
| - 1opusEmils |

12-35% 0.1-0.6 3-7x 10min

FHWmRT Sharpe ratio 12 YIIZRET (B ANE 80 A100 Il Zr#EHT

- 4 A A 4 AL Y

CXL AfFith/Z275: FinRL-Podracer B multi-level mapping 1, T#E—-GPURZIRET) 7£ CXL BHAZ R T#HE - CXLithoGPUNTZERET ) . AT 10 280l
Zxth 30-40% FATFEUEMNE, CXL ATFEMel KigElE,
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= IF FH N

EFitH: mEft - 2%

SRR (AR -

close = pd.read parquet('close matrix.parquet') # NFIE
=g

templ = close.rolling(5).apply(np.max) # 4.8GB
(copy)
temp2 = templ.rank(axis=1) # 7.2GB
(copy)
alpha002 = -1 * close.rolling(5).corr(volume) # 9.6GB
(copy)

CXL MR :

close = CXLDataFrame.from parquet (
'close matrix.parquet',
pool='cxl pool A',
location policy='hot columns')

# HEEREESA CXL i, A5 DRAM

alpha00l] = close.rolling(5).max().rank(
axis=1, result pool='cxl pool A')

EiM5|8: NFEEIEN
E5ENS | ZRi%:

e OHLCV ZEHBAMAE

s REYIR/RHMENO

o {FEEFERAK/

CXL NfFHEN:

e OHLCV I¥88 cxL b

o FHENCRHEE: PEUE(ZHRIEO)-Ai
o [ESHEMELMNEFMESZT CXL B
o RESIRTS (/)V) fREBTEA I DRAM

inEE

MR R
'
T EIRMEEHIEE
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[FIE— - BIRFEED R

L1l GPU VRAM - L2 Local DRAM - L3 CXL Pool - L4 RDMA Pool - L5 NVMe-oF
PEIE-L1/12 | SREUE-L3 | AEUE-14 | FR-L5

[FIEZ - it B-17iE o BRIt

45 ITE-BIEMUE (SMEHFH)

CXL: #iE-cxuith (ERHEE)
Z a[ElY load/store IhO)E—AZEXIE )

[FIE= - BEITEES
ucx 54 ap1 {FHE:

[Compute A] [CXL.mem write] [Compute B] [CXL.mem read]
L— &8 — L ss_— |

[RI2MY - RS HEiEBR
Arrow Flight: Serialize - TCP - Deserialize (80%Hd(g])
CXL Flight: CXL.mem write - Pool - CXL.mem read ({EiFZE)

[FIEF - BEHRERNET
2455 : BIBEFIZE3 MWorker (3xTFiF)
CXL: HUEBACXLi (1xTEfE)

KRR TEHL = 2 REAIEE Y,

e e e e B ——
\ J
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RITEN: REUREINTESO)-L1/L2 | SEFIECEEAFHE)2L3 CXL | R EIE(ZEEHE)—~ L4 RDMA | V344—L5 NVMe-oF
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07 =it RS Roadmap
2 N N N WA

o §§ . -
B s SRR TIN5 5451818 SR
s _*ﬂggﬁgiﬂi chunk FE SRR L1-L5 AFERR BT REAZAE HESHERERINT CXL MBS TIHET B
e ” LIRB BRI i&iim CXL Bih UCX %4 API {&8E MTFitbENERSS (MPaaS)

uE

o AN AN AN N\ A

ype S Memory Expander FE{t 74

e RMM/cuDF: ¥ BRAEFDECEEXHF CXL tier
e Arrow Flight: SLI§ CXL transport )

=3FEE cxn ot

[¥]

\
4 cache —3{1%
e UCX: B/ CXL transport
e NCCL: CCCL I cxXL &£&EfE
e Ray/Dask: CXL-aware JEEZ% J
SEORTEH . 4> Za=t ERIIE1EE
\

Phase 3 2026-2028

e pandas/cudf: [R4H %I DataFrame
e Arrow: EREZEHX

o SENIF: STREF+E+R— /
o ¥ : WEFHMENARS (MPaas)
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CXL 2.0 Fct&{4 cache coherence
EEREFMIRIE—EE

(Aquifer ownership-based coherence)
2B REEZEIEM

CXL ZZ#%AFaFM R

HB1 CXL switch SZiFHRT R
RIS EFTEZ R
RASERE LT

ZERE
HREAFIEERNTEREE

2% NeVerMore X RDMA L0
ZHFREEZ O

N N YN Y

BREESHERL
UCX/Arrow/Ray/Dask & BNtk
TRZ 4i—HY CXL fRiztEEY
R HIZEE

N7 D/ D/

20/ 24



—Referenecemtap—m-m—m™3™M8m ™ - ——7o717-o2—7"7">"""""

CXL ATE

2411.02282 CXL-DMSim: BEIIEE R ST CXL RFBAITFARIES (3.4% 1RE)
2606.24079 Aquifer: 25'/& CXL+RDMA A7ZiE (2.2x MicroVM B EIH03E)
2503.17864 CXL Tiered Memory: 2845 R 322N

2602.22457 CCCL: CXL X RDMA BY GPU EE51B(S (1.34-1.94x I=F1)
2211.02682 CXL HPC Evaluation: CXL A{F3t7E HPC FRAYE 1)

2404.03551 CXL Hyperscale: 88 AKHI1E cXL ZFE TCO i1t

UCX / RDMA &1

2602.19084 ucTrace: BT UCX BRAHIE profiling TR

2507.04786 Demystifying NCCL: NCCL AERtIMY/EiEEE DT
2511.15076 GIN for NCCL: GPU-Initiated Networking (DOCA GPUNetlO)
2101.08878 MPI4Dask: GPU-aware MPI EE UCX R 3.47x

2608.01449 NIXT: NCCL Inspector B S:H 5 54T

2502.08982 Outback: fE BAFEER KV &3] (1.06-5.03x Ft)

21/24



-—Reference-vtap-(ccont) ————A>/™@™ X™XM@™ ™@—n—"——+—

HiEoHh LA

2204.03032 Arrow Flight Benchmark: £33 {£% 6000MB/s DoGet
2106.13020 Arrow-Spark Zero-Cost: Arrow EALUIE L IRERE
2010.11105 Dask Runtime vs Scheduler: IZ1THY 2 EEHRIN
2001.00888 Towards Scalable Dataframe: B f& DataFrame RAE =

2009.07914 WarpCore: GPU t§Z R ZE (1.6B inserts/s)

ShE
ERS1
2111.09395 FinRL: I NHERE RL 2R FIEZE

2111.05188 FinRL-Podracer: 80 A100 105 #13)I|Zk (12-35% UXZRIZTFT)

RBATEARS

2306.04014 Disaggregated Memory HPC: 13/ E iU AZFE N 171
2404.03155 TEGRA: R 218 A (2R E LR

2202.08080 NeVerMore: RDMA/NVMe-oF &% D
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STHNFTE [EROSSD) 51 [EAKIDRAM, \
TR — RO BB — —
AEMTENERERGA . AIRE, A RONAZA.

NFEMEAESMS:
EFEFEINEEREREFEMITED I
[E5 122 7] ASERS T e £ & [H L 2R

RL JIZR AT BATE D $h R 5T AL

BXMX—ESEEM UCX BIEE. Arrow THMYE.

DataFrame RTFIEELZIEE RN EILEN,
Mﬂ,@?ﬁﬁ, /

R —E B & (A 00 Z M E i ~

ZIL4EIE
M TAZEIKRE) B TREFENEIR) AUV, ERBIESNT IAEKRAE AFSES: - BEE - HERE - RS ITEERHITASKEENL, &
mEftrR (BFHE/ERLIE) BEX—ZENEAZmE.

= A
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PHAAFE - RERMWEE

M UCX &l cudf/pandas/ray/arrow BN £tk E S

Hermes Research | 2026

backyes.github.io

Key References

CCCL (2602.22457) | Aquifer (2606.24079) | CXL-DMSim (2411.02282)

ucTrace (2602.19084) | Demystifying NCCL (2507.04786) | FinRL-Podracer (2111.05188)
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